
 

 
 
March 9, 2026 
 
Via Regulations.gov 
 
National Institute of Standards and Technology 
Center for AI Standards and Innovation 
U.S. Department of Commerce 
 
Re: Request for Information Regarding Security Considerations for Artificial Intelligence Agents 
(Docket No. NIST-2025-0035) 
 
Ladies and Gentlemen: 
 

BITS, the technology policy division of the Bank Policy Institute (“BPI/BITS”), together 
with the American Bankers Association (“ABA”), submit these comments in response to CAISI's 
Request for Information regarding security considerations for AI agent systems. BPI/BITS and 
ABA member banks are actively evaluating and deploying generative AI, including the use of AI 
agents across cybersecurity, fraud prevention, operations, and customer support.1 
 

As agent systems become more widely used and paired with tools that take actions 
affecting real-world systems and environments, it’s important to carefully evaluate risks and 
ensure effective guardrails are in place. Financial institutions already govern these risks through 
established risk management, compliance, and oversight processes, with implementation 
tailored to the nature, scale, and risk of the use case. Banks have long used AI in their 
businesses and operations, including for risk management, and are committed to deploying 
these capabilities responsibly. However, as agent systems increasingly interact with enterprise 
services and external platforms, additional industry coordination can help ensure that these 
interactions remain secure, traceable, and interoperable. 

 
The following comments address two areas where standardization can both accelerate 

adoption and enhance supply chain risk management: (1) documentation and controlled 

 
1 The Bank Policy Institute is a nonpartisan public policy, research and advocacy group that represents universal 
banks, regional banks, and the major foreign banks doing business in the United States. BPI produces academic 
research and analysis on regulatory and monetary policy topics, analyzes and comments on proposed regulations, 
and represents the financial services industry with respect to cybersecurity, fraud, and other information security 
issues. Business, Innovation, Technology and Security (“BITS”), BPI’s technology policy division, provides an 
executive-level forum to discuss and promote current and emerging technology, foster innovation, reduce fraud, 
and improve cybersecurity and risk management practices for the financial sector. 
 
The American Bankers Association is the voice of the nation’s $25.3 trillion banking industry, which is composed of 
small, regional and large banks that together employ over 2 million people, safeguard $20.1 trillion in deposits and 
extend $13.5 trillion in loans. 
 



2 
 

sharing for agent deployments, and (2) secure interactions and automated integrations with 
counterparties. NIST’s CAISI can play an important role in convening industry, researchers and 
government to develop voluntary, consensus-based guidance. These recommendations are 
intended to support CAISI’s role in defining common terminology, baseline information 
elements, and reference examples. They are not intended to prescribe implementation choices, 
require public disclosure, or establish an examination checklist. Similar to other areas such as 
cybersecurity and privacy, CAISI guidance can serve as a common framework to adapt existing 
risk, governance, and supervisory processes for AI agents and can give organizations a common 
language and practical tools, while allowing firms to tailor implementation to their own risks, 
systems, and obligations. 

 
In 2024, U.S. Treasury, the Financial Services Sector Coordinating Council (“FSSCC”)2, and 

the Financial and Banking Information Infrastructure Committee (“FBIIC”)3 launched a public-
private effort through the AI Executive Oversight Group (“AIEOG”) to develop practical, non-
prescriptive AI risk-management resources for financial institutions, including workstreams on 
transparency and data practices.4 Expanding and broadening this work through CAISI will help 
align these financial-sector outputs with cross-sector voluntary guidance and reference 
examples, so banks and their vendors can rely on common templates and terminology that 
reduce duplicative due diligence and support interoperable, risk-based deployment. 

 
Executive Summary 

BPI/BITS and ABA recommend that CAISI convene stakeholders to develop a concise set 
of voluntary, consensus-based outputs, including a short controlled-sharing profile and 
supporting illustrative templates that specify baseline information elements and shared 
terminology, reference architectures and NCCoE-style practice guides that demonstrate secure 
implementations for agent deployments and for secure counterparty interactions and 
automated integrations. In particular, CAISI should: 

 

1. Develop a Controlled-Sharing Profile and Baseline Information Elements for Agent 
Deployments. Develop a risk-scaled controlled-sharing profile, supported by 
Foundational and Enhanced illustrative templates that specify baseline information 
elements describing an agent’s purpose, access, data dependencies, and safeguards, and 
that define appropriate sharing levels and confidentiality protections in lieu of public 
disclosure by default, including for controlled counterparty exchange where relevant. 
  

2. Publish Reference Architectures and Practice Guides for Secure Counterparty 
Interactions and Automated Integrations. Publish nonbinding reference architectures 
and practice guides that demonstrate secure implementations for counterparty 

 
2 See www.fsscc.gov 
3 See www.fbiic.gov  
4 U.S. Department of the Treasury, "Treasury, FBIIC, and FSSCC Conclude Public-Private Effort on Artificial 
Intelligence in the Financial Sector," https://home.treasury.gov/news/press-releases/sb0395. 
 

http://www.fsscc.gov/
http://www.fbiic.gov/
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interactions and automated integrations. Guidance could address secure machine-to-
machine access and authentication, investigation-ready records and traceability, 
safeguards for higher-risk actions, shutdown and revocation support, and a brief set of 
operational validation considerations aligned to these examples. 

 
These actions would keep guidance voluntary and technology-agnostic while providing 

practical examples and illustrative validation approaches that can be tailored by risk and 
operational context. 

 
The risk-scaled template follows a “nutrition label” approach to transparency in financial 

services: a standard baseline set of information for due diligence, with an added layer when risk 
or complexity is higher. The proposed Data Dependency Label applies that approach to data 
dependencies of an AI agent, helps determine when the Enhanced tier is appropriate, and aligns 
with broader Treasury-financial-sector work on practical transparency and data-dependency 
tools for AI risk management. 

 
CAISI can make these voluntary outputs easier to adopt by pairing them with nonbinding 

implementation examples, such as NCCoE-style practice guides that demonstrate reference 
architectures implementing these approaches in representative scenarios, and optional 
mappings to existing NIST frameworks (including NIST SP 800-53 and the NIST AI RMF), without 
creating new requirements. 
 

These outputs, including the controlled-sharing profile, illustrative templates, reference 
architectures, and practice guides, are intended to be illustrative and nonbinding.  

 
I. Controlled-Sharing Profile and Baseline Information Elements for Agent Deployments 

CAISI should develop a voluntary, risk-scaled controlled-sharing profile for agent 
deployments, supported by Foundational and Enhanced illustrative templates that specify 
baseline information elements without requiring disclosure of sensitive implementation detail. 
These materials should support secure deployment and integration planning and should enable 
risk-informed counterparty review; industry groups and firms can operationalize them into 
procurement questionnaires, contracting language, and oversight workflows as appropriate. The 
objective is a common disclosure vocabulary and shared terminology for controlled sharing, not 
a uniform documentation mandate or a request for proprietary or exploit-enabling information. 

 
The standardized materials should enable secure deployment, effective oversight, and 

risk management discussions, while avoiding exploit-enabling information or proprietary design 
choices. The most scalable approach should define which information can be shared publicly 
and which should be restricted to controlled channels. The materials should provide enough 
detail to support integration planning and risk-informed counterparty review without naming 
internal systems, listing specific tools or interfaces, or disclosing control thresholds, and could 
scale information depth according to integration risk and operational impact. 
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CAISI could frame these materials as a reciprocal controlled-sharing package, allowing 
relying parties to request equivalent Foundational or (when risk-triggered) Enhanced 
documentation from vendors and integration partners. The package’s scope should scale to risk 
and be governed by contractual protections, non-disclosure agreements, and controlled-access 
mechanisms. CAISI should clarify that these templates are illustrative and that organizations 
may use comparable formats aligned with their governance frameworks, provided they satisfy 
the same integration planning and risk-informed review objectives. 

 
Foundational Tier 

The Foundational tier should establish a baseline for controlled information sharing, 
providing enough detail for counterparties to understand an agent’s purpose, access, and 
safeguards—without exposing sensitive implementation details. CAISI should consider 
publishing a standardized baseline template composed of two elements: an Agent Integration 
Factsheet and a Data Dependency Label. 
 

The Agent Integration Factsheet (target: 1-2 pages) should focus on function and control. 
It should summarize the agent’s purpose and operational boundaries, identify the categories of 
systems and tools it can access, and describe the scope of its permissions. Where relevant, it 
should describe, at a high level, how delegated authority is bounded, for example through a 
pre-approved action catalog, scoped permissions, and invocation-time authorization checks. It 
should also indicate whether actions require human approval or dual control (two independent 
approvals), describe high-level oversight processes for higher-impact actions, explain how 
activities are logged and reviewed, and outline expectations for material change notifications. 
The factsheet could also describe the update and rollback approach (including model or tool 
update cadence), state whether behavioral drift is monitored, and note controls intended to 
prevent runaway execution (for example, limits on loops, tool calls, or token/API consumption). 
 

The Data Dependency Label (target: 1 page) should describe the agent’s data 
dependencies in a concise, standardized format. For this purpose, “data dependencies” means 
the categories of information the agent may access or process in operation, together with any 
material information sources that shape the agent’s behavior in operation. Disclosures should 
be category-level, focusing on data provenance and scope (“ingredients”), sensitive attributes 
and usage constraints (“allergens”), and currency and refresh cadence (“freshness dates”), 
rather than naming specific systems, datasets, vendors, or internal repositories. Illustrative 
categories could include customer-provided inputs, internal business records, internal policies 
and procedures, security and operational telemetry, third-party reference data, and public 
information, with constraints and refresh cadence stated at that level. The label should be 
readable by business, risk, and oversight stakeholders without requiring specialized technical 
expertise, consistent with the “nutrition label” model. The label could also include a category-
level sensitivity indicator and source classification (for example, internal, client, public, third 
party) and note, at a category level, whether the system retains content versus metadata for 
observability and troubleshooting. 
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The label should allow counterparties to understand intended versus prohibited uses, 
refresh frequency, and key constraints such as geographic, retention, or access limitations. It 
should also include a simple indicator (low, medium, high) reflecting the significance of changes 
to key data sources or tool dependencies. The label should support due diligence and 
integration planning, and should not be interpreted as a service level agreement or uptime 
commitment unless explicitly defined in contract. 
 

By default, the Foundational tier should exclude sensitive elements such as prompts, 
detailed tool or interface specifications, internal thresholds, attack paths, and proprietary 
playbooks—except where required under a specific contractual or supervisory obligation. 

 
Enhanced Tier  

CAISI should also consider publishing an Enhanced tier template (target: limited 
incremental detail as an addendum) to be used only when justified by integration risk rather 
than by default for routine integrations. Triggers for this tier could include externally integrated 
deployments, autonomous execution without human approval, irreversible or high-impact 
actions (including financial commitments or record-state changes), entitlement or access-
control changes, access to sensitive data, or broad tool or system reach. CAISI could include a 
simple, illustrative decision rubric to reduce ambiguity and promote more consistent application 
of these triggers; organizations could tailor it to their risk tolerances and operating 
environments. In such cases, the Enhanced tier should provide a more complete picture of the 
agent’s permissions, data dependencies, and control operations while avoiding disclosure of 
unnecessary internal architecture details. 

 
The Enhanced tier could include a more detailed description of tool permissions and 

guardrails, including escalation paths, a clear summary of data flows and dependencies, 
security, monitoring, and operational governance information adequate to validate safeguards 
(for example, how authorization decisions are enforced at runtime, how anomalous behavior is 
detected, and what stop controls exist), and a summary of how the organization identifies and 
addresses issues, tests controls, handles known failure modes, and manages significant updates. 

 
Controlled Sharing Model 

CAISI could supplement the templates with controlled sharing guidance that defines 
distinct levels of information sharing. At the highest level, publicly available materials should be 
limited to overall posture and category-level descriptions. For most integration planning and 
risk-informed review needs, information should be shared as a controlled counterparty package, 
distributed through access-controlled channels with activity logging and appropriate non-
disclosure or comparable confidentiality protections. These materials should not be posted 
publicly or widely redistributed. More sensitive technical details should be accessible only on a 
need-to-know basis. 

 
This controlled sharing model would allow organizations to tailor the scope and detail of 

documentation to the integration’s risk and impact. Parties involved in an integration could 
request documentation that provides comparable assurance and serves a similar purpose, 
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without requiring identical data fields or uniform levels of detail. For lower-risk integrations, 
appropriately abstracted disclosures may be sufficient. 

 
CAISI could also promote coordinated vulnerability disclosure practices for agent 

frameworks, tools, and integration updates to support consistent and responsible risk 
management. 
 
II. Reference Architectures and Practice Guides for Secure Counterparty Interactions and 
Automated Integrations 

Financial institutions frequently interact with counterparties through APIs and other 
automated channels. Controls should remain effective whether an action is initiated by a human 
or through an agent-enabled process. These controls must be resilient in both cases and should 
not depend solely on counterparty declarations about whether an interaction is human or 
automated. They also should not require consumer-facing interactions to be explicitly labeled as 
“agent” activity to maintain effectiveness. The goal is to strengthen control resilience for secure 
counterparty interactions and automated integrations, without altering customer rights or 
introducing unnecessary friction in customer-facing channels. 

 
CAISI should consider publishing nonbinding reference architectures and illustrative 

implementation examples (including NCCoE-style practice guides) that address five areas: (1) 
machine-to-machine access, (2) investigation-ready records for automated actions and 
traceability, (3) safeguards for higher-risk actions, (4) shutdown, revocation, and investigation 
support, and (5) runtime monitoring and system behavior. These materials should describe 
common outcomes and illustrative implementation approaches, while making clear that 
functionally equivalent controls consistent with an institution’s existing risk, fraud, identity and 
access management, and security frameworks remain acceptable. 

 
To demonstrate feasibility without prescribing a single architecture, CAISI could partner 

with the NIST National Cybersecurity Center of Excellence (NCCoE) to publish practice guides 
that demonstrate reference architectures using commercially available technologies. These 
examples could cover representative scenarios such as agent-assisted enterprise workflows, 
automated service-to-service integrations, and higher-impact delegated actions, including multi-
agent workflows and agent-to-agent trust relationships. The examples could also illustrate 
baseline versus risk-escalated implementations, consistent with the Foundational and Enhanced 
concept used in Section I. 

 
In practical terms, these architectures and practice guides would help institutions 

determine which automated system is acting, what it is authorized to do, and what records are 
available if an issue arises. CAISI could also include two concise, illustrative companion elements 
within these materials: operational validation considerations aligned to the examples, and an 
illustrative baseline integration information set that builds on the Foundational materials in 
Section I to support secure integration planning and controlled sharing. 
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These materials and companion elements are described further below. 
 
Machine-to-machine access. The reference architectures and practice guides could 
describe the use of dedicated machine-to-machine credentials that are bound to a 
specific legal entity and operating environment. These credentials could be supported by 
standard authorization and rate controls and have clearly defined ownership and 
accountability for both the credential and the associated integration. 

 
Investigation-ready records for automated actions. The reference architectures and 
practice guides could define a baseline set of event-level metadata sufficient to support 
investigations and dispute resolution, enabling reliable attribution and traceability for 
software-initiated actions. Illustrative elements could include a stable client identifier, 
responsible entity, operating environment, request or transaction identifiers, 
timestamps, client identity bindings, an indicator of whether step-up verification was 
required for higher-impact actions, and version or change context where relevant. The 
metadata should be limited to the minimum necessary for investigation and dispute 
purposes, use pseudonymous identifiers where feasible, and be retained in accordance 
with internal policy and applicable law; retention could be proportional to the impact 
tier and tailored to the legal and regulatory requirements applicable to the relevant 
jurisdictions. The level of metadata detail should scale with the risk and sensitivity of the 
activity. This should not be interpreted as requiring uniform retention periods across 
firms or centralized cross-firm data correlation. 

 
Safeguards for higher-risk actions. The reference architectures and practice guides could 
enable impact tiering, classifying agent-initiated actions by type and consequence (for 
example informational actions, reversible changes, irreversible changes, entitlement 
adjustments, and value transfers). Safeguards should scale by tier and may include step-
up verification, limits on sensitive actions, execution velocity and throughput controls, 
automated anomaly detection, and rollback or compensating actions where full reversal 
is not possible including where high volumes of low-impact actions could create material 
risk. For higher-impact or irreversible actions, safeguards may include pre-action human 
review or dual control where warranted, plus explicit operator authority to intervene or 
stop system actions. Because real-time review may be infeasible at machine speed, 
examples could also emphasize embedded guardrails (scoped delegation, invocation-
time authorization checks, constrained execution boundaries) and comprehensive 
logging for traceability and accountability. The materials could define investigation 
triggers and escalation pathways and should not be interpreted as altering ordinary 
customer rights in consumer-facing channels. 
 
Shutdown, revocation, and investigation support. The architectures and practice guides 
could include provisions for rapid shutdown capabilities, such as token or session 
revocation and kill-switch mechanisms. These architectures and practice guides could 
also support investigation and traceability through the event-level records described 
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above. These shutdown controls could be tested, exercised, and governed through 
change management to help ensure they function as intended during incident response. 
 
Runtime monitoring and system behavior. The reference architectures and practice 
guides could include operational monitoring to detect unexpected behavior and confirm 
agent systems continue to operate within defined authorization and policy boundaries. 
Illustrative topics may include tool invocation outcomes, authorization decisions, 
anomalous access patterns, unusual execution velocity or throughput, and policy 
violations, with defined alerting, investigation triggers, and escalation paths. 

  
Operational validation considerations. To support practical use of the reference 
architectures and practice guides, CAISI could develop a brief, nonbinding set of 
operational validation considerations aligned with them. Unlike the Foundational and 
Enhanced documentation materials described in Section I—which are designed to 
describe an agent’s purpose, access, data dependencies, and safeguards for controlled 
sharing and risk-informed review—these considerations would provide a high-level way 
to confirm that key safeguards are operating as intended in production or comparable 
live environments. They are intended to support operational assurance and shared 
understanding with integration partners, not to establish an examination expectation, a 
prescriptive development standard, or a request for exploit-enabling technical detail. 
 
Illustrative assurance inputs could include configuration snapshots, logs, alerts, change 
records, or results from internal control checks. Topics may cover access and 
permissions, bounded delegation and authorization enforcement, monitoring and 
safeguards (including velocity or throughput controls where applicable), investigation-
ready records and attribution, shutdown and revocation capabilities, incident and 
escalation procedures, and change management controls. 
 
Baseline integration information set. To support secure integration planning and 
controlled sharing between counterparties, CAISI could provide an illustrative baseline 
integration information set that builds on the Foundational materials in Section I. This is 
intended as a concise starting point for counterparties to align on an integration’s scope, 
interaction model, and relevant safeguards without requiring sensitive implementation 
detail. It is illustrative and nonbinding, and organizations may use functionally equivalent 
formats and fields consistent with their governance and contractual arrangements. 
 

• Foundational materials: The Agent Integration Factsheet and Data Dependency 
Label, provided as baseline materials to support integration planning. 

• Attribution: Clear identification of the integration and its client credentials or 
integration identifiers, bound to the appropriate legal entity and operating 
environment. 

• Authorization model summary: Description of least-privilege scopes, step-up 
measures for sensitive actions, and segmentation by environment. 
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• Operational expectations: Defined baseline topics/fields for material change and 
incident notification, along with summary-level investigation support. 

• Stop controls: Token or session revocation and kill-switch mechanisms, 
accompanied by compensating actions when rollback is not possible. 

• Enhanced tier triggers: Defined conditions under which Enhanced-tier content 
must be shared, using controlled-access and confidentiality-protected channels. 

 
III. Closing 

Consistent with NIST's collaborative framework approach, CAISI can promote the safe 
and secure use of AI agents by publishing voluntary, adaptable guidance and a shared 
terminology that financial institutions and counterparties can apply based on risk. Such 
guidance would facilitate industry adoption, support integration planning and risk-informed 
review, including due diligence where appropriate, and support compliance with legal and 
regulatory obligations without prescribing a single implementation approach.  

 
CAISI could also provide an optional mapping of the Foundational and Enhanced 

materials to existing taxonomies, including the NIST AI Risk Management Framework (“RMF”). 
Sector resources already in use, such as the Financial Services AI RMF developed through the 
Cyber Risk Institute5 and FSSCC, and complementary tools such as the AIEOG AI Lexicon, can 
help firms operationalize these concepts within existing governance processes.6  

 
Where helpful for adoption, CAISI could also provide crosswalks to NIST SP 800-53 and 

publish illustrative NCCoE-style practice guides that demonstrate secure implementations in 
common deployment scenarios, while preserving flexibility for functionally equivalent 
approaches. 
 

CAISI could implement these outputs in forms NIST commonly uses, such as concise 
templates, profiles, reference architectures, and practice guides that demonstrate feasibility 
without prescribing a single implementation approach. 

 
Financial institutions share CAISI's objective of enhancing the security and reliability of 

agent systems as their adoption expands. Standardized, risk-scaled documentation materials 
distributed through controlled channels, paired with reference architectures and NCCoE-style 
practice guides for secure counterparty interactions and automated integrations, can reduce 
duplicative reviews and integration friction while improving security outcomes across 
institutions and their counterparties. 
 

 
5 Cyber Risk Institute, "Financial Services AI Risk Management Framework," https://cyberriskinstitute.org/artificial-
intelligence-risk-management/. 
6 Financial Services Sector Coordinating Council, "Financial Sector Artificial Intelligence Executive Oversight Group 
Deliverables," https://fsscc.org/aieog-ai-deliverables/. 
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BPI/BITS and ABA appreciate the opportunity to comment on CAISI's Request for 
Information. If you have any questions, please contact Andrew Kennedy at 
Andrew.Kennedy@bpi.com or Josh Hubbard at JHubbard@aba.com. 

 
 
     Sincerely, 

 
/s/ Andrew Kennedy 
Andrew Kennedy 
Vice President, Cybersecurity and Risk Strategy 
Bank Policy Institute/BITS 

 
/s/ Josh Hubbard  
Josh Hubbard 
Program Manager, Cyber and Quantum Security 
American Bankers Association 

 


